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approximation (Rummery & Niranjan, 1994), instead
of the V(s) values. Since multiple state-action pairs
can lead to the same state, learning only the V(s) val-
ues, and querying the model for the resulting states,
requires fewer values to be learned. However, the fact
that SB produces a skill hierarchy motivates our deci-
sion to estimate the Q(s, a) values, rather than V(s)
values. Using V(s) values, the planner would handle
skill execution as TD-Gammon did, by examining the
resulting state of each possible action, and choosing
the action with the highest V(s) value. However, be-
cause skills can be nested in the hierarchy, this process
would potentially require significant additional state
space expansion. For example, if skill sk is consider-
ing the outcome of each of its possible actions, and one
of those actions is another skill, then that skill actually
has to be executed itself to determine the end state,
even if that skill is not ultimately selected. Not only
does this mean the full execution of each potentially
used skill, but at each time step of execution for each
of the child skills, they must also consider all possible
actions. If the child skills also have nested skills, they
too must be expanded.

Computing the result of a high-level skill therefore re-
quires a large search space expansion, which is exactly
what skills are intended to avoid. By instead learning
the Q(s, a) values, the agent can quickly select the best
action or skill to apply, without having to perform this
state space expansion.

3. Example Domains

In general, the SB architecture is best suited for do-
mains in which an agent may have very low-level action
primitives, and can be trained first with simple prob-
lems, then over time presented with progressively more
complex problems. In such domains, it may be difficult
to design a complete, effective set of planning opera-
tors. The SB approach, however, permits an agent to
construct its own set of HTN-like operators over time.

We present two examples of such domains, and discuss
how the SB architecture might be applied within them:
the taxi domain (Dietterich, 2000) and a chimps-and-
bananas domain inspired by Kohler’s chimpanzee ex-
periments (1925).

3.1. Taxi domain

Dietterich’s taxi domain (2000) is a grid world with
various stations where people can be located, or wish
to go to, and other locations where fuel can be ob-
tained. The ultimate goal is to pick people up and take
them to where they need to go, without running out

of fuel. The taxi has actions for moving to the north,
south, east, or west grid cell, picking up or dropping
off a person at the taxi’s location, and filling up at a
refueling station.

An SB agent might first be given simple problems to
solve, such as driving to a particular location. The
agent will create plans that use the primitive move-
ment actions to move to different locations. Once
the agent has indexed a number of plans that involve
reaching a location, the agent will develop a param-
eterized skill, DriveTo(loc), that allows the agent to
travel to a location, loc.

Once this basic navigation skill has been learned, plan-
ning for taking a person to or from a location be-
comes trivial. For example, if person p needs to be
picked up from location Red and be taken to loca-
tion Green, the top-level plan would consist of the ac-
tions DriveTo(Red), Pickup(p), DriveTo(Green), and
Dropoff(p). After a number of these problems have
been solved, a Transport(p,loc) skill might be devel-
oped for transporting a person. The Transport skill
would be parameterized by the person (with properties
such as their current position) and the location where
they need to travel. All of the problems with this kind
of goal would thus result in single-action plans.

3.2. Kohler’s Chimp-Banana problem

A more complex domain is a recreation of Kohler’s
chimp-banana experiments (1925). In Kéhler’s famous
study of chimpanzees’ cognitive ability, one of his ex-
periments involved hanging a banana from the ceiling,
and placing boxes in the room such that a chimp would
have to stack the boxes in order to get to the banana.
This is an interesting problem because it requires plan-
ning, understanding of the world, and a set of physical
skills that chimps would have developed in their lives.

In this domain, we can imagine creating an agent that
has primitive abilities to move its legs, arms, and
hands. The agent could start by being given a task
to pick up a banana that is sitting within its grasp.
The agent would then have to form plans to move its
arm out, and grab the banana with its hand. Various
problems could be given with the banana in slightly
different locations, but still within grasp. This would
eventually lead to skill development for grasping ba-
nanas. The agent could also be presented with prob-
lems of moving to different locations so that it develops
walking skills. Similar skills for climbing or picking up
boxes could also be developed. Eventually, in order
to retrieve a banana from the ceiling, the agent would
have enough skills to form plans that consisted of walk-
ing, climbing, picking up boxes, and grabbing bananas.
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This would result in much higher-level reasoning and
much more compact planning, than if the agent had
to create such a complex plan using only the primitive
actions (i.e., individual body movements).

4. Related Work

The concept of policy control that builds on lower-
level action primitives to achieve a goal is not new to
agent control. In planning fields, this notion is usu-
ally referred to as macro-operators or macro-actions.
Macro-actions are generally constructed as a fixed se-
quence of primitive actions. Botea et al. (2005) present
an algorithm called Macro-FF that examines a plan-
ning domain for potential sequences of actions to cre-
ate macro-actions, and then filters that list based on
heuristics and experience in training problems. New-
ton et al. (2005) use genetic algorithms on training
problems to determine useful sequences of actions for
use as macro-actions in planning. Marvin (Coles &
Smith, 2007) is a learning algorithm that uses macro-
actions to escape heuristic plateaus. Coles et al. (2007)
extended Marvin to allow macro-actions learned in
previous problems of the same domain to be applied to
solve future problems. This large collection of macro-
actions is stored in a macro-action library that is man-
aged and pruned.

Two key commonalities of these approaches is that
macro-actions are a fixed sequence of actions, and that
the list tends to need to be pruned to avoid large col-
lections of macro-actions. The SB approach proposed
here differs in that skills are not fixed sequences of
actions. Instead, they are policy control mechanisms
that vary the action sequence depending on the partic-
ular state of the world. Because skills can vary their
action sequence depending on the situation, a single
skill could effectively represent a collection of macro-
actions as one succinct unit.

Using hierarchies of actions in reinforcement learning
has also been an area of active research. The MaxQ
algorithm (Dietterich, 2000) used a designed hierarchy
of subtasks to efficiently solve more complex problems.
These subtasks are often referred to as temporally ez-
tended actions. More recent work has focused on au-
tomatically identifying the action hierarchy. Jonsson
and Barto (2005) presented the VISA algorithm, which
uses a Dynamic Bayesian Network (DBN) to assist in
construction of the action hierarchy. The HI-MAT al-
gorithm (Mehta et al., 2008) is similar to the VISA
algorithm, but couples a DBN with a successful tra-
jectory of a source reinforcement learning problem to
determine the hierarchy.

With these algorithms, the action hierarchies are fixed
structures that have a defined root structure and are
specific to a single problem. With the SB architecture,
skills form hierarchies, but are not fixed in structure
and can grow over time. Additionally, skills learned in
the SB architecture are not explicitly structured. That
is to say, skills that are referenced by parents skills, do
not have to be invoked by the parent. Rather, any skill
can be independently invoked if it is pertinent to the
problem at hand. This also means that skills can be
shared among different problems, and their structure
does not have to be relearned.

Other work on forming action abstraction comes from
Simsek and Barto (2007). They use the same termi-
nology of skills to represent policies that achieve some
subgoals in a task. To identify skills, they examine the
graph structure of reinforcement learning problems to
identify states that are likely important in the prob-
lem. The SB architecture differs in that instead of
explicit states being used to identify places for skills,
types of goals are identified that may result in differ-
ent states, but states that share similar properties and
may be parameterized. SB also differs in that skills can
be hierarchical, building on the abilities of lower-level
skills.

5. Research Questions and Discussion

The SB architecture proposes a new direction for plan-
ning and reinforcement learning that leads to a number
of important research questions.

The first important question is what kind of heuristic-
search planning algorithm should be used, and how
to handle heuristics. In practice, traditional methods
for computing heuristics and planning may be utilized,
but when skills are introduced, determining how to
handle heuristics may become a problem, since heuris-
tics are often computed as a relaxed version of the
problem. In this case, it might be best to use a approx-
imate postcondition for each skill (namely, the specific
goal that the skill is intended to solve), even though
there may also be other postconditions (side effects)
that result from executing the skill. When expanding
a skill in the actual search space, the side effects can
be determined from the underlying primitive-action
model.

A second question is how to handle any uncertainty in
the model. The model the agent uses may represent
the expected outcome of primitive actions, but during
actual execution, the outcome could be different, and
may prevent the current plan from being executable.
In these cases, one approach to take is to replan to
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the expected outcome of a primitive action. However,
if there is a high variability for a primitive action’s
outcome, this may result in a lot of replanning. Since
RL is effective in uncertain environments, it instead
may be more effective to generate a skill that achieves
the expected outcome.

A third question is how to organize the plan library
so that similar plans may be easily detected. Further,
it may often be useful to extract subgoals from plan
traces in order to develop skills; however, it may then
be unclear which prior actions in the plan were actu-
ally relevant for achieving that subgoal. An expensive
solution would be to replan from the start state ex-
plicitly to the desired subgoal, but this would have to
be done for every such plan. A more practical ap-
proach might be to evaluate all the other plans with
that subgoal to determine what the necessary precon-
ditions were and only take the relevant parts of the
plan traces—but doing so might not be trivial.

A fourth question is how the skill learner can represent
skills that involve a variable number of objects. For
instance, in a blocks world that includes problems with
different numbers of blocks, how can a mapping of the
world state be created that is compatible with these
differences?

Finally, another important question is how to struc-
ture a training regime such that the agent can develop
a set of useful skills. One possible solution is to pro-
vide an expert instructor who can hand design a set of
skills that may potentially be relevant for the agent,
and who would give the agent progressively more diffi-
cult tasks. Another less user-intensive possibility is to
allow the agent to explore the world, and detect com-
mon types of states that occur in exploration. The
agent could then create its own set of goals that rep-
resent these types of states. By starting from many
different random states, the agent could then develop
plans for these goals that would lead to skill develop-
ment in the usual way. The exploration process could
then continue with the new skills augmenting the ex-
ploration.

Although there are significant challenges to overcome,
we believe that the SB architecture represents a novel
new direction that can combine the benefits of both
heuristic-search planning and reinforcement learning.
The SB model provides an effective and adaptable ap-
proach for designing agents that can operate in com-
plex, dynamic environments.
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Abstract

This paper introduces an approach to auto-
matic basis function construction for Hierar-
chical Reinforcement Learning (HRL) tasks.
We describe some considerations that arise
when constructing basis functions for multi-
level task hierarchies. We extend previous
work on using Laplacian bases for value func-
tion approximation to situations where the
agent is provided with a multi-level action
hierarchy. We experimentally evaluate these
techniques on the Taxi domain.

1. Introduction

Hierarchical reinforcement learning (HRL) ap-
proaches have been proposed to scale reinforcement
learning (RL) to large domains. HRL techniques do
not require the agent to reason at each time step
but instead allow the agent to execute temporally-
extended actions. HRL techniques decompose large
problems into smaller subproblems that are simpler
for the agent to solve. Several techniques, such as
HAMs (Parr & Russell, 1998), options (Sutton et al.,
1999), and MAXQ (Dietterich, 2000), have been intro-
duced to explicitly represent a multi-level action hier-
archy. MAXQ and hierarchical options use recursive
algorithms to learn the policy on each level of the ac-
tion hierarchy. The policy does not need to be defined
over the entire state space; instead it can be defined
on only the states at the current level of the hierarchy.

Although the subproblems are often simpler, HRL
techniques can greatly benefit from generalization.
HRL techniques cannot ensure that all of the sub-
tasks will be small. Function approximation tech-
niques will further enable HRL techniques to be scaled
up to larger problems. Recently there have been sev-
eral papers on automatically discovering basis func-

Appearing in Proceedings of the ICML/UAI/COLT Work-
shop on Abstraction in Reinforcement Learning, Montreal,
Canada, 2009. Copyright 2009 by the author(s)/owner(s).

tions. However, most of this work has focused on au-
tomatic basis function construction for approximating
value functions in situations where the agent does not
have access to an action hierarchy (Keller et al., 2006;
Mahadevan, 2005; Parr et al., 2007; Petrik, 2007) or
where the task hierarchy is limited to a single level of
abstraction (Osentoski & Mahadevan, 2007).

This paper focuses on automatic basis function
construction for multi-level task hierarchies. Given a
Markov Decision Process (MDP) M = (S, A, P,R),
and a task hierarchy H the goal is to automatically
construct a low-dimensional representation ® such
that ® provides a low-dimensional projection of the
value function. The construction method should lever-
age H to create a compact representation ® that re-
spects the task hierarchy. @ should be constructed
such that the solution to M calculated using ® closely
approximates the solution of the original MDP M.

While the task hierarchy provides opportunities to
speed up learning through policy reuse, value func-
tion reuse, and state abstractions, function approxi-
mation provides a powerful opportunity to create com-
pact representations via generalization. We describe
some considerations that arise when constructing ba-
sis functions for multi-level task hierarchies.

The first consideration is whether information
about the reward function should be incorporated dur-
ing basis function construction. Research on basis
function construction has largely been divided into two
categories: reward sensitive approaches (Keller et al.,
2006; Parr et al., 2007; Petrik, 2007) and reward in-
sensitive approaches (Mahadevan, 2005). Reward in-
sensitive basis functions are an appropriate choice for
low level subtasks that are often parameterized, since
only one set of basis functions must be built rather
than a set for each parameterization.

The second consideration is that temporal local-
ity and spatial locality may no longer be correlated in
HRL tasks. For some levels of the hierarchy, states
that are sequential in the agent’s decision making may
no longer be close in terms of spatial locality.
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The third consideration is that task hierarchies are
constructed to decompose problems into simple sub-
problems. These subproblems allow both the policies
and value functions of subtasks to be shared. Figure
1(a) shows how the @Q-value function decomposes un-
der the MAXQ framework (Dietterich, 2000) into two
parts: Vg(s) the expected sum of rewards obtained
while executing action a and the the completion func-
tion C;(s,a), the expected cumulative reward for M;
following the current policy m; after action a is taken in
state s. In order to scale, the representations created
for HRL problems should decompose recursively in a
similar manner. Lower level basis functions could be
reused when constructing basis functions at a higher
level. Figure 1(b) is a visualization of how basis func-
tions might decompose according to the hierarchy. For
a subtask 7 the basis functions for state s can be de-
composed into two parts: ¢g,(s) the basis functions
specific to subtask i constructed from the representa-
tion €; built using the agent’s experience and ¢,(s)
the basis functions from child subtasks where a is one
of the child subtasks.

This paper describes an approach to automatically
build basis functions for HRL tasks when the agent is
using a pre-defined task hierarchy. We consider HRL
approaches where the hierarchy constrains each macro-
action to be a separate subtask. We focus on domains
where state can be represented as a factored set of
variables.

2. Hierarchical Reinforcement Learning

Hierarchical reinforcement learning algorithms
constrain policies via a hierarchy (Barto & Mahade-
van, 2003). These algorithms allow the agent to se-
lect actions that take more than one time step. Often
hierarchical RL algorithms use Semi-Markov Decision
Processes (SMDPs) as a model. SMDPs are a gener-
alization of MDPs in which actions are no longer as-
sumed to take a single time step and may have varied
durations. We are specifically interested in frameworks
where the agent learns at multiple levels of abstraction
simultaneously. Hierarchical RL agents learn a func-
tion Q(s,a) which is the expected sum of rewards for
taking action a in state s, where a is either a tempo-
rally extended action or a primitive action.

2.1. Task Hierarchies for Reinforcement
Learning

A task hierarchy decomposes an MDP M into
a set of subtasks which can be modeled as SMDPs
{My, My, ..., M, } where My is the root subtask which
solves M. A subtask is defined to be a tuple M; =
(Bi, As, Rl) 0; is a termination predicate. A; is a set
of actions that can be performed to achieve subtask

Vo(8)

v, (s) Cols &)

Cags, a,)

(a) Value function decomposition due
to the task hierarchy.

&(s)

b(s)

b(s) ©)

d(s) ()

(b) Representation decomposition due to
the task hierarchy.

Figure 1. We explore an approach to basis function con-
struction that exploits the value function decomposition
defined by a fixed task hierarchy.

M;. The actions can be either primitive actions from
A or other subtasks. A subtask called from M; is the
child of subtask i. A subtask cannot call itself either
directly or indirectly. R; is a pseudo-reward function
which specifies a reward function specific to M;.

Each state s can be written as a vector of variables,
X. One of the advantages of task hierarchies is that
they allow abstractions to occur such that only a sub-
set of the variables X; are relevant to a subtask i. X; ;
is the jth variable for subtask i. A state x; defines a
value z; j € Dom(X; ;) for each variable X; ;. A task
hierarchy H with an abstraction function y is called
a state-abstracted task hierarchy. x; is a function that
maps a state s onto only the variables in X;. When
we refer to a state s for a specific level of the task
hierarchy we are actually referring to x;(s).

Task hierarchies allow subtasks to be parameter-
ized. If M; is a parameterized subtask it is as if this
task occurs many times in A;, where M; is the parent

37



Basis Function Construction for Hierarchical Reinforcement Learning

task. Each parameter of M; specifies a distinct task.
B; and éj must be redefined as 5;(s,p) and I%j(s’,p)
where p is the parameter. If a subtask’s parameter has
many values this is the same as creating a large num-
ber of subtasks which must all be learned and creates
a large number of possible actions for parent tasks.

2.2. Task Hierarchy for Taxi

We describe the task hierarchy for the Taxi task
(Dietterich, 2000) pictured in Figure 2(a). The taxi
task is defined as a grid of 25 states. There are four
colored locations, red (R), green (G), yellow (Y), and
blue (B). The task is for the agent, the taxi, to pick
up the passenger located on one of the colored loca-
tions and drop the passenger at the desired destina-
tion. The factored state contains the location of the
taxi, the passenger location, and the passenger desti-
nation. There are 6 primitive actions in this domain:
four navigation actions, north, east, south, and west
and 2 actions to access the passenger location, pickup
and putdown. Each action receives a reward of -1. If
the passenger is putdown at the intended destination a
reward of +20 is given. If the taxi attempts to pickup
a nonexistent passenger or putdown the passenger at
the wrong destination a reward of -10 is received. If
the taxi runs into the wall it remains in the same state
and receives a reward of -1.

R] G

bd

(b) Taxi Hierarchy

(a) Taxi Domain

Figure 2. Taxi Task

The task hierarchy is pictured in Figure 2(b). The
root node is defined over all states and state variables
and can select one of two abstract actions, get and put.
The get action can only be selected when the passenger
is not located in the taxi and the put action can only
be selected when the passenger is located in the taxi.
The get action only considers the taxi location and
the passenger location. It has access to two actions,
navigate(p), and pickup. The put action considers only
the taxi location and the passenger destination. It has
access to two actions, navigate(p), and putdown. The
navigate action has 4 parameter values that indicate
which of the 4 locations it can navigate to and has
access to the 4 navigation actions.

2.3. Solving HRL tasks

Each subtask M; has a value function Q;(s, a) that
defines the value of taking an action a in state s.
Qi(s,a) is used to derive a policy m;, typically by se-
lecting the action with the maximum @ value for s.
For this paper we focus on the MAXQ technique for
HRL. However our approach easily extends to the hi-
erarchical option framework where the hierarchies will
be similar and the major difference is the update rule.

In MAXQ the value function is decomposed based
upon the hierarchy. MAXQ defines @); recursively as:
where

Qi(s,a) = Vu(s) + Ci(s,a)
Vi(s) = { 1‘1/1;231 Qi(s,a) if ¢ composite

if ¢ is primitiive.

Va(s) is the expected sum of rewards obtained while
executing action a. The completion function, C;(s,a),
is the expected cumulative reward for M; following
the current policy 7; after action a is taken in state s.
C is the completion function that incorporates both
R; and R (the real reward function) and is used only
inside the subtask to calculate the optimal policy of
subtask i. Q; is defined as Q;(s,a) = V,(s) + Ci(s, a).
Q is used to select the maximum action. If R; is zero,
C and C will be identical.

When using function approximation in HRL, we
assume each subtask contains a set of basis functions
®, and a set of k weights 6; that are used to calculate
the value function. ¢;(s,a) is a k length feature vec-
tor for state s and action a. The completion function

for subtask ¢ at time ¢ is approximated by C; +(s,a) =
Z?:l ¢i.5(s,a)b; j+. The update rule for the weights
is 91-,(HN) = ei,t + ai[’yN(maXa/eA(S/) éi7t(8/,a/) +

Var1(8')) = Ci (s, a)] - ¢i(s,a) where N is the duration
of a.

3. Automatic Basis Function
Construction for HRL

We focus on the graph Laplacian approach to auto-
matic basis function construction (Mahadevan, 2005).
In this approach the agent automatically constructs
basis functions by first exploring the environment and
collecting a set of samples. These samples are used to
create a graph where the vertices are states and edges
are actions. Basis functions are created by calculating
the eigenvectors of the graph Laplacian.

A general overview of spectral decomposition of
the Laplacian on undirected graphs can be found in
(Chung, 1997). A weighted undirected graph is de-
fined as G, = (V, E,, W) where V is set of vertices,
E, is the set of edges, and W is the set of weights w;;
for each edge (i,j) € E,. If an edge does not exist
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between two vertices it is given a weight of 0. The va-
lency matrix, D, is a diagonal matrix whose values are
the row sums of W. The combinatorial Laplacian is
defined as L, = D — W and the normalized Laplacian
is defined as %, = D=2 (D—W)D~2. The set of basis
functions, @, are the “first” k eigenvectors associated
with the smallest eigenvalues of either L, or .Z,. ¢(s)
is the embedding of state s defined by the eigenvectors.

3.1. Recursive Reduced Graph Approach to
Basis Function Construction in HRL

One reason HRL is useful is that value functions
have been shown to decompose with the hierarchy.
The intuition behind our approach to basis func-
tion construction for HRL problems is that similarity
should decompose much as value functions decompose.
Our approach automatically constructs basis functions
using basis functions from the children of a subtask. A
reduced graph is created and basis function specific to
the subtask are generated from this graph. Basis func-
tions are gathered recursively from child subtasks.

The first step to our approach for representation
discovery for multi-task hierarchies is to perform sam-
ple collection such that a subtask has a set of sam-
ples D; which consist of a state, action, reward, and
next state, (s,a,r,s’). The agent constructs a graph
from D;. The agent can leverage a state-abstracted
task hierarchy by building the graph in the abstract
space defined by x;. The graph can be built such that
Xi(s1) is connected to x;(s2) if the agent experienced
a transition from x;(s1) to xi(s2) in D;. We call a
graph over an abstract space a state-abstracted graph.
Figure 3 describes how a state-abstracted graph can
be created; this approach is similar to the approach
in Osentoski and Mahadevan (2007) but uses the ab-
straction function x.

State-abstracted Graph: For an MDP M with
a state-abstracted task hierarchy, a state-abstracted
graph G; can be constructed for subtask i over the
reduced state space defined by x; such that the ver-
tices V' correspond to the abstract states for subtask i
Xi(S) or a subset of abstract states x;(.S). In the state-
abstracted graph G;, v; = vy for any pair of states s;
and so where x;(s1) = x:(s2). An edge exists between
u and v if there is an action that causes a transition
between the corresponding abstract states.

3.1.1. BUILDING THE REDUCED GRAPH

In this section we describe how properties of the
graph can be used to create abstractions through a
reduced graph. Owur approach to graph reduction
requires that the original graph G; be an edge la-
beled graph. We define an edge labeled graph to be
G = (V,E,Z,W) where V is the set of vertices, E is
the edge set, Z is a set of labels over E, and W is the

CreateBasis Algorithm(Subtask ¢, Samples D, Num-
ber of local basis functions k;, Initial policy o)

1. Sample Collection:

(a) Exploration: Generate a set of samples D;,
which consists of a state, action, reward, and
nextstate, (s,a,r,s’, N) for subtask, i accord-
ing to mp. N is the number of steps a took to
complete.

(b) Subsampling Step (optional): Form a sub-
set of samples D; € D by some subsampling
method.

2. Representation Learning:

(a) if GraphReduction will be performed
Build an edge labeled graph G; =
V,E,Z, W) from D; where Z are labels
over the edge set £. State v; is con-
nected to state ve if x(s1) and x(s2) are
linked temporally in D; by an action a.
Z(xi(s1), xi(s2)) = a.

(b) else Build an graph G; = (V,&,W) from D;
where state vi is connected to state vz if x(s1)
and x(s2) are linked temporally in D;.

(¢) G;=GraphReduction (G;,k;) as found in Fig-
ure 4.

(d) Calculate the k; lowest order eigenfunctions of
the graph Laplacian of G;.

Figure 3. CreateBasis Algorithm for Hierarchical Rein-
forcement Learning.

weight matrix. G; must be constructed such that the
Z is the action a that caused the transition between
vy and vs.

Reduced Graph: A reduced graph can be con-
structed for subtask ¢ with a graph G; in the follow-
ing manner: Two vertices v; and vy, corresponding to
states, or abstract states, s; and s, respectively can be
represented as the same abstract vertex v if the state
variables for M; can be divided into two groups X; and
Y; such that:

e 51 and s, differ only in their values of Y;

e v; and v, are connected to the same set of vertices
in the graph and the labels z € Z for those edges
are the same.

v1 and ve are merged into an abstract vertex v corre-
sponding to the subset of state variables X;.

A reduced graph can be built if M does not have
an abstraction function x associated with H or if the
state-abstracted graph can be further compressed. If
no nodes are merged the graph will be the original
graph. Figure 4 contains the algorithm used to trans-
form the state graph into the reduced graph and create
basis functions from the reduced graph.
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GraphReduction Algorithm(Original Graph G, k;)
Create reduced graph, G; = (V, E, W), from G,
V=Y,

For all v € V
Loop through v, € V
V1 is the set of vertices such that
veEV] = vy =
V5 is the set of vertices such that
v EVE = vy — v
ifVi =V,
and the labels over the edges are the same
and the factored states of s; and so
can be split into two groups X; and Y;
such that the states only differ in their
values of Y;
then merge v1 and vz into an abstract node @
corresponding to the state variables X;

Return G;

Figure 4. Graph Reduction Algorithm

3.1.2. GENERATING HIERARCHICAL BASIS
FuNCcTIONS

Basis functions are automatically constructed by
first generating basis functions for the graph G; us-
ing the spectral decomposition of the graph Lapla-
cian. These basis functions are concatenated together
along with basis functions recursively gathered from
the child subtasks. This means that the basis func-
tions are no longer guaranteed to be linearly indepen-
dent. If necessary the bases can be reorthogonalized
using Gram-Schmidt or QR decomposition.

This approach allows methods such as graph Lapla-
cian basis functions to be scaled to larger domains
since the reduced graph can greatly reduce the size
of the eigenproblem that must be solved.

3.2. Example of Hierarchical Basis Function
Construction on the Taxi Task

To illustrate our approach we return to the example
of the get task. Figure 5 shows the state-abstracted
graph of the get subtask. The four clusters of nodes
correspond to the states for each passenger location
for the task. Within each cluster the darker vertices
correspond to states where the taxi is located in one of
the colored gridstates. Dark edges are refer to edges
caused by primitive actions, in this case the pickup
action.

Figure 6 displays the reduced graph for the get
task. The outer four nodes correspond to abstract
nodes corresponding to states where the taxi is not in
one of the colored grid locations. The four inner states
correspond to the bottleneck states when the agent is
in the same location as the passenger. The center state
represents when the passenger has been picked up and

Figure 5. State-abstracted graph for the get subtask.

is in the taxi. Basis functions for the get task are con-
structed using eigenvectors of the reduced graph and
basis functions from the navigate child subtask.

Pass Pos=R

Pass Pos=R
Taxi Pos=R

O—0O

Pass Pos=G —
TaxiPos=g " oo8 Pos=G

Pass Pos=Taxi

Pass Pos=B
Pass Pos=B
Taxi Pos=B

Pass Pos=Y
Taxi Pos=Y

Pass Pos=Y

Figure 6. Reduced graph for the get task.

4. Experimental Analysis

We evaluated 4 different techniques: hierarchical
recursive graph Lapacian basis functions, graph Lapla-
cian basis functions using the more traditional ap-
proach, RBFs, and table-lookup on the Taxi task. The
results can be seen in Figure 7. The results of each ex-
periment was averaged over 30 trials.
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- I I L
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Figure 7. Results for the Taxi domain
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The function approximation techniques are all us-
ing a similar number of basis functions. Our results
use the normalized graph Laplacian. The recursive
basis function approach used 10 local basis functions
for the navigate subtask, 9 basis functions for get, and
7 basis functions for put. The basis functions of the
graph Laplacian of the state space were created us-
ing directed graphs and the directed graph Laplacian
(Johns & Mahadevan, 2007). 10 basis functions were
used for all of the subtasks. It is important to note
that while a similar number of basis functions were
calculated for both of the graph based approaches the
reduced graph is significantly smaller than the state
space graph. The recursive approach also uses basis
functions from lower levels in order to obtain a bet-
ter approximation. The navigate subtask had a total
of 17 basis functions created by uniformly placing the
RBFs with 2 states between each RBF. The get and
put subtasks had 21 basis functions created by placing
the RBFs uniformly with 5 states between each RBF.
We experimented with different numbers of RBF's but
even doubling the number did not greatly improve per-
formance.

5. Discussion and Future Work

This paper introduces a novel approach for basis
function construction for HRL. We show that our ap-
proach enables HRL techniques to learn substantially
quicker. It also allows basis function construction to
be scaled to large domains where solving eigen prob-
lems is computationally prohibitive.

While we assumed that the hierarchy is given and
that samples to create the basis functions are collected
using the hierarchy, this is not necessary. A signifi-
cant amount of work has focused on subtask creation
such as (Jonsson & Barto, 2006; Mehta et al., 2008).
These approaches require samples from the domain
that could be used to genenerate basis functions for
the hierarchy. Simgek and Barto (2008) create a graph
that could be modified into graphs, similar to ours,
once the subgoal options are determined.

Our learned representations are useful for transfer
between subtasks. Subtasks at similar levels of ab-
straction often have topologically similar graphs. Ad-
ditionally the reduced graph provides an abstraction
that should allow the representation and thus the sub-
task to be transferred to new learning scenarios.

Another area of future work is combining reward
sensitive and insensitive approaches in HRL tasks. We
have started extending BEBFs (Parr et al., 2007) to
TD methods, used in HRL algorithms, using a collec-
tion of samples. However the Bellman error from TD
updates is not smooth across the state space. More
work is needed to extend BEBFs to TD methods or

sample based least squares approaches to SMDPs.
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Abstract

Choosing features for the critic in actor-critic al-
gorithms with function approximation is known
to be a challenge. Too few critic features can
lead to degeneracy of the actor gradient, and too
many features may lead to slower convergence
of the learner. In this paper, we show that a well-
studied class of actor policies satisfy the known
requirements for convergence when the actor fea-
tures are selected carefully. We demonstrate that
two popular representations for value methods -
the barycentric interpolators and the graph Lapla-
cian proto-value functions - can be used to repre-
sent the actor in order to satisfy these conditions.
A consequence of this work is a generalization
of the proto-value function methods to the con-
tinuous action actor-critic domain. Finally, we
analyze the performance of this approach using
a simulation of a torque-limited inverted pendu-
lum.

1. Introduction

Actor-Critic (AC) algorithms, initially proposed by (Barto
et al., 1983), aim at combining the strong elements of
the two major classes of reinforcement learning algorithms
— namely the value-based methods and the policy search
methods. As in value-based methods, the critic component
maintains a value function, and as in policy search meth-
ods, the actor component maintains a separate parameter-
ized stochastic policy from which the actions are drawn.
This combination may offer the convergence guarantees
which are characteristic of the policy gradient algorithms as
well as an improved convergence rate because the critic can
be used to reduce the variance of the policy update (Konda
and Tsitsiklis, 2003).

Appearing in Proceedings of the ICML/UAI/COLT Workshop on
Abstraction in Reinforcement Learning, Montreal, Canada, 2009.
Copyright 2009 by the author(s)/owner(s).

Recent AC algorithms use a function approximation ar-
chitecture to maintain both the actor policy and the critic
(state-action) value function, relying on Temporal Differ-
ence (TD) learning methods to update the critic parame-
ters. Konda and Tsitsiklis (2000) and Sutton et al. (2000)
showed that in order to compute the gradient of the per-
formance function (typically using the average cost crite-
rion) with respect to the parameters of a stochastic policy
1o (x,u) it suffices to compute the projection of the state-
action value function onto a sub-space W spanned by the
vectors ) (x,u) = 6%ilogug(x, u). Konda and Tsitsiklis
(2003) also noted that for certain values of the policy pa-
rameters 0, it is possible that the vectors 1} are either close
to zero, or almost linearly dependent. In these situations the
projection onto ¥ becomes ill-conditioned, providing no
useful gradient information, and the algorithm can become
unstable. As a remedy for this problem the authors sug-
gested the use of a richer, higher dimensional set of critic
features which contain the space W as a proper subset.

In this paper, we attempt to design features which span ¥
and preserve linear independence without increasing the
dimensionality of the critic. In particular, we investigate
stochastic actor policies represented by a family of Gaus-
sian distributions where the mean of the distribution is lin-
early parameterized using a set of a fixed basis functions.
For this parameterization, we show that if the basis func-
tions in the actor are selected to be linearly independent,
then the minimal set of critic features which naturally sat-
isfy the containment condition also form a linearly inde-
pendent basis set.

2. Preliminaries

In this section we present a brief overview of the AC algo-
rithms with function approximation adapted from (Konda
and Tsitsiklis, 2003). Assume that the problem is modeled
as a Markov decision process M = (X U, P,C), where
X is the state space, U is the action space, P(z'|x,u) is
the transition probability function, C : X x U — R is
the one step cost function, and g is a stochastic policy
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parameterized by 6 € R™ where pg(u|z) gives the prob-
ability of selecting an action u in state x, parameterized
by the vector § € R". We also assume that for every
6 € R™, the Markov chains { X} and {X}, Uy} are irre-
ducible and aperiodic, with stationary probabilities ()
and 1y (z, u) = w(x) pe(u|x) respectively.

The average cost function @(6) : R — R can be defined:

Z c(x, u)ne (v, u)

reX, uel

Foreach§ € R, letVy : X — R, and Qp : X x U be the
differential state, and the differential state-action cost func-
tions that are solution to the corresponding Poisson equa-
tions in a standard average cost setting. Then, following
the results of (Marbach and Tsitsiklis, 1998), the gradient
of the average cost function can be expressed as:

a(f) =

V@O_t(g) = ZW(%U)QG(% u)¢9(x7u) (1)
where:
Yo(w,u) = Vo In pg(ulz) (2)

The ith component of g, ¥} (z,u) is the one-step eligi-
bility of parameter ¢ in state-action pair x and u given by
Yh(z,u) = 5-Inug(ulz). We will therefore refer to ¢
as the actor eligibility vector, a vector in RI*IUI For any
6 € R, the inner product (-, -)g of two real-valued func-
tions Q1, Q on X X U, also viewed as vectors in RI¥ 14,
can be defined by:

(Q1,Q2)9 = Zne(%u)Ql(%U)QQ(% u)

T,u
and let || - || denote the norm induced by this inner product
on RI¥IUl Now, we can rewrite Equation 1 as:

0
00;

For each § € R", let Wy denote the span of the vectors
{¢h;1 < i < n}in RIFIU An important observation is
that although the gradient of & depends on the function
Qy, which is a vector in a possibly very high-dimensional
space RI*IUI | the dependence is only through its inner
products with vectors in Wy. Thus, instead of “learning”
the function Qy, it suffices to learn its projection on the
low-dimensional sub-space ¥y.

a(0) = (Qg,h)e, i=1,...

, .

Konda and Tsitsiklis (2003) consider actor-critic algo-
rithms where the critic is a TD algorithm with a linearly
parameterized approximation architecture for the Q-value
function that admits the linear-additive form:

Qy(w,u) = > 17 ¢} (z, u) 3)
j=1

where r = (r',...,r™) € R™ is the parameter vec-
tor of the critic. The critic features ¢}, = 1,...,m
depend on the actor parameter vector and are chosen so
that the following assumptions are satisfied: (1) For every
(x,u) € X xU, the map § — ¢g(z, u) is bounded and dif-
ferentiable; (2) The span of the vectors qﬁé Gg=1...,m)
in RI¥IUI denoted by &y, contains Wy.

As noted by (Konda and Tsitsiklis, 2003), one trivial choice
for satisfying the second condition would be to set ¥ = &,
or in other words to set critic features as ¢}, = v). How-
ever, it is possible that for some values of 6, the features
1} are either close to zero, or almost linearly dependent. In
these situations the projection of Qf onto ¥ becomes ill-
conditioned, providing no useful gradient information, and
therefore the algorithm may become unstable. Konda and
Tsitsiklis (2003) suggest some ideas to remedy to this prob-
lem. In particular, the troublesome situations are avoided if
the following condition is satisfied: (3) There exists a > 0,
such that for every r € 1", and § € R™:

I/ o ll5 = alrf?

where ¢ = {¢*}7 | are defined as:

éé(m,u) = ¢(Z9(x7u) - Zn@(i‘v’a) ¢(Z9('faﬂ)

Z,0

“4)

This condition can be roughly explained as follows: the
new functions é}, can be viewed as the original critic fea-
tures with their expected value (with respect to the distribu-
tion 79 (2, w)) removed. In order to ensure that the projec-
tion of Qf onto W contains some gradient information for
the actor (and to avoid instability), the set q39 must be uni-
formly bounded away from zero. Given these conditions,
Konda and Tsitsiklis (2003) prove convergence for of the
most common form for the actor-critic update (see (Konda
and Tsitsiklis, 2003, p.1148) for the updates).

Konda and Tsitsiklis (2003) go on to propose adding ad-
ditional features to the critic as a remedy, but satisfying
this condition is still a difficult problem. To the best of
our knowledge there is no general systematic approach for
choosing a set of critic features that satisfies this third con-
dition. In the next section, we will address this issue for
one commonly used policy class.

3. Our Approach

We consider the following popular Gaussian probabilistic
policy structure parameterized by 6:

po(ulx) =
1 1 T a1
m eXP{—§<U—m9(X)) Y (u—mp(x))}
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where u € R¥ is a multi-dimensional action vector. The
vector my(x) € R* is the mean of the distribution that is
parameterized by 6:

n

mj(x) = > 699 (x), i=1,....k ©6)

j=1

where in this setting § € R**". The functions p’ (x) are a
set of actor features defined over the states. For simplicity,
in this paper we only investigate the case where ¥ = o2 L.
In this case Equation 5 simplifies to:

po(ulx) =

1
m exp{—ﬂ(u - me(X))T(u —my(x))}

(7

Using Equation 2 we can compute the actor eligibility vec-
tors as follows:

9
g (x,u) = Wln/te(lﬂx)

= oo [-in((em) bt -

L (- mp(x))"(u—m <x>>}}

20’8 0 0 (8)
o 0

= (0= mo(0)” gm0

- j(a — mi(x))p? (x)

= rp(x, u)p’ (%)

where £} (x,u) = (uffjnw In order to satisfy the con-
dition (2) in the previousO section (® should properly con-
tain W), we apply the straightforward solution of setting
¢ =¥ fori = 1,...,kand j = 1,...,n. This se-
lection also guarantees that the mapping from 6 to ¢y is
bounded and differentiable, from condition (1). In Propo-
sition 1, we show that for the particular choice of policy
structure that we have chosen, if the actor features, p’(x),
are linearly independent, then the critic features will also
be linearly independent.

Proposition 1: If the functions p = {p/}"_, are linearly
independent, then the set of critic feature functions ¢/ will
form a linearly independent set of functions.

Proof: We prove by contradiction that if the above con-
dition holds, then the set of actor eligibility functions )%/
(and therefore also ¢*) are linearly independent. Assume
that the functions 1%/ are linearly dependent. Then there

exists o = {a;; € %}fﬁ,jzl such that
k,n
> e vi(xu) =0, Vx€ X, Vuel,
i=1,j=1

and || « ||*> 0. Substituting the right hand side of the
Equation 8 for % (x, u) yields:

k,n
Z aij kh(x,u)p! (x) =0, Vx € X, Yu € U.
i=1,j=1

By regrouping terms we obtain:

n k
Z (Zaijnf,(x,u)> P(x)=0, ¥xeX,Yucl.

j=1 \i=1

Since according to the assumption the functions p =
{p }_, are linearly independent, then the following con-
dition must hold:

k
Zaijné(x,u)zo, Vi=1,...,n,Vxe X,YVueld

i=1
_ )
But for every i, there exists an (x, u) such that xj(x, u) #
0:
. €;
rp (%, my(x) + 1) = —, (10)
90
where 1 is the & x 1 vector of ones, and ¢; # 0. Note that
the above condition holds for all ¢; € R —{0}. Now, define
a(k x1)vectorh; (forl =1,...,k)as:

WG ={ 5 W7 (an

for some € > (. Based on Equation 10, if we choose u =
my(x) + h; in Equation 9, we obtain:

1, p_
(Tgth%:O’ Vi=1,...,k

where &;; = [a1j, g, ..., akj]T. This gives us the fol-
lowing system of equations (for a fixed value of j7):

Aa;;=0, 1=1,...,k (12)
where A xx, = [hihs ... hy]T. Note that for the particular
choice of the vectors h; (Equation 11), the matrix A has
a full-rank (since the vectors h; are linearly independent),
and thus the only solution to the Equation 12 is &;; = O.
This means that o;; = 0 (for all i,j), and thus || « ||>= 0.
By contradiction, )"/ (and therefore ¢*/) must be linearly
independent.

Proposition 1 provides a mechanism for ensuring that the
f-dependent critic features remain linearly independent for
all @’s, thereby avoiding a major source of potential in-
stabilities in the AC algorithm. However, to meet the
strict conditions from (Konda and Tsitsiklis, 2003), we
should also demonstrate that the critic features are uni-
formly bounded away from zero. Proposition 2 allows us to
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demonstrate that a set of actor features that is also linearly
independent with the function 1 satisfies the weak form of
condition (3).

Proposition 2: If the functions 1 and p = {p’}}_,,
j =1,...,n are linearly independent, then the set of critic
feature functions qﬁij and the function 1, will also form a
linearly independent set of functions.

Proof (sketch): We follow the proof of the proposition 1.
Assume that the functions 1%/ are linearly dependent. Then
there exists a = {a;; € «%}5:1,]‘:1 U {aq € R} such that:

k,n
Z aijwij(xu) +a11=0, Vx€ X,Vuel,
i=1,j=1

and || a ||*> 0. Following the same steps as in proof of
proposition 1, we obtain:

j=1 \i=1

(13)
Since according to the assumption the functions p =
{p?}}_, and 1 are linearly independent, then c; = 0. Fol-
10w1ng the rest of the steps in proof of the proposition 1,
it can be also established that a;; = 0 (for all i,j). This
completes the proof.

Konda and Tsitsiklis (2003) prove that if the functions 1
and the critic features ¢}, are linearly independent for each
6, then there exists a positive function a(6) such that:

17 do 5 > a(0) || | (14)
(refer to Section 2, Equation 4 for the definition of ég).
This is the weak form of the non-zero projection property.

Finally, it should be noted that it is also possible to tune
the standard-deviation of the policy distribution, og, as a
function of state using additional policy parameters, w. If
we parameterize the variance as:

UO( ) szp -1

[1+4 exp(—

then the eligibility of this actor parameter takes the form:

0
awl ) ('r? u) -

((w—mo(2))* - o5 (2)) (1 - 00( ) P ()
= K o (@, 0)p’ (2)
It can be shown that this set of vectors forms a linearly in-

dependent basis set, which is also independent of the bases
v,

n k
Z <Z QijRp(x, u)) P (x)+a1l =0, Vx € X, Yuel.

4. Candidate Features

In this section we investigate two different approaches for
choosing linearly independent actor features, p’ (x).

4.1. Unit Basis Functions

Unit Basis Functions are the simplest linear independent
basis set. For a random walk of size N in the state space,
we can define a unit basis set U = {ut}m,, for some
m < N, where v’ is a unit vector of size IV, with a 1 at
h position, and zero elsewhere (note that by reordering i
we can select different subset of the nodes of the random
walk).
Proposition 3: For any given set of unit basis functions U/,
if | < N, then U will satisfy the weak form of the non-
zero projection property presented in Equation 14.
Proof (sketch): We know that the unit basis functions de-
fined over a space of dimension N are linearly independent.
Since |U| < N, then they are also linearly independent of
the function 1. Based on the results of the Proposition 2,
the critic feature functions ¢* are also linearly independent
and also linearly independent of the function 1, and the fea-
tures will satisfy the weak non-zero projection property.

4.2. Barycentric Interpolation

Barycentric interpolants described in (Munos and Moore,
1998, 2002) are defined as an arbitrary set of (non-
overlapping) mesh points &; distributed across the state
space. We denote the vector-valued output of the func-
tion approximator at each mesh point as m(¢;). For an
arbitrary x, if we define a simplex S(x) € {&1,....,En}
such that x is in the interior of the simplex, then the output
at x is given by interpolating the mesh points £ € S(x):
my(x) 2eies(x) M(&i)Ag, (x). Note that the inter-
polation is called barycentric if the positive coefficients
A¢, (x) sum to one, and if x = ). & A¢, (x) (Munos and
Moore, 1998). In addition, Munos and Moore (1998) de-
note the piecewise linear barycentric interpolation func-
tions as functions for which the interpolation uses exactly
dim(x) + 1 mesh points such that the simplex for state x is
the simplex which forms a triangulation of the state space
and does not contain any interior mesh points. Barycentric
interpolators are a popular representation for value func-
tions, because they provide a natural mechanism for vari-
able resolution discretization of the value function, and the
barycentric co-ordinates allow the interpolators to be used
directly by value iteration algorithms.

These interpolators also represent a linear function approx-
imation architecture; we confirm here that the feature vec-
tors are linearly independent. Let us consider the output at
the mesh points as the parameters, §; = m(¢;), and the in-
terpolation function as the features p;(x) = A¢, (x).
Proposition 4: The features p;(x) formed by the piecewise
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linear barycentric interpolation of a non-overlapping mesh
(& # &, Vi # j) form a linearly independent basis set.
Proof (sketch): For a non-overlapping mesh, consider the
solution for the barycentric weights of a piecewise linear
barycentric interpolation evaluated at x = &;. There are
multiple simplices S(x) that contain x, but for each such
simplex, x is a vertex of that simplex. By definition of
a simplex, x is linearly independent of all other vertices
of each simplex. As a result, the unique solution for the
barycentric weights is p;(x) = 1,p;(x) = 0, Vj # 1.
Since for each feature we can find an x which is non-zero
for only that feature, the basis set must be linearly indepen-
dent. Note that the traditional barycentric interpolators are
not constrained to be linearly independent from the func-
tion 1.

4.3. Graph Laplacian

Proto-Value Functions (PVFs) (Mahadevan and Maggioni,
2007) have recently shown some success in automatic
learning of representations in the context of function ap-
proximation in MDPs. In this approach, the agents learn
global task-independent basis functions that reflect the
large-scale geometry of the state-action space that all task-
specific value functions must adhere to. Such basis func-
tions are learned based on the topological structure of
graphs representing the state (or state-action) space man-
ifold. PVFs are essentially a subset of eigenfunctions of
the graph Laplacian computed from a random walk graph
generated by the agent. We show here that if the proto-
value functions are used instead to represent features of the
actor, instead of the critic, then this representation satisfies
our Proposition 2.

Proposition 5: If the functions {p’ j— are the proto-value
functions computed from the graph generated by a random
walk in state space, then the set of critic features and the
function 1 will form a linearly independent basis set, and
will satisfy the weak form of the non-zero projection prop-
erty presented in Equation 14.

Proof (sketch): Since the functions {p’}7_, are the eigen-
functions of the graph Laplacian computed from the graph
generated by a random walk in state space, they are lin-
early independent. Note that the function 1 is always the
eigenfunction of any graph Laplacian associated with the
eigenvalue 0. That implies the functions {p’ =1 are also
linearly independent of the function 1. Based on the results
of the Proposition 2, the critic feature functions ¢ij are also
linearly independent and also linearly independent of the
function 1, and the features will satisfy the weak non-zero
projection property.

5. Experiments

We demonstrate the effectiveness of our feature selec-
tions by learning a control policy for the swing-up task
on a torque-limited inverted pendulum, governed by ¢ =
L lr—bg—mglcos(q)], with m = 1,1 = 1,b =
1, g = 9.8, |7| < 1, and initial conditions ¢ = — %, ¢ = 0.
We use an infinite-horizon, average reward formulation (no
resetting) with the instantaneous cost function:

o(0.47) = 5(a— 52+ 58+ 157
The policy is evaluated every dt = 0.1 seconds; 7 is held
constant (zero-order hold) between evaluations.
BASIS FUNCTIONS: We employed a variety of basis
functions parameterizing the actor’s policy (i.e., the p basis
functions in Equation 6) as follows:
Barycentric Interpolators: We use linear barycentric fea-
tures on a uniform mesh over the state space, with 16 bins
on 0 over the interval [—, 7, and 10 bins on @ over the
interval [—1, 1].
Proto Value Functions (PVFs): We generated a random
walk of size 4781 using rapidly-exploring randomized trees
(RRTs) (LaValle and Kuffner, 2000) for coverage. Note
that this is in place of the traditional “behavioral policy”
used to identify the proto-value functions; it provides a fast
and efficient coverage of our continuous state space. We
then computed the Laplacian eigen-vectors and used a set
of 10 eigen functions (eigen-vectors 2-11) in all of our ex-
periments. For generalizing to unseen states, we used a
weighted average of 20 nearest neighbors of that state to
approximate the policy in that state.
Perturbed PVFs: We also generated a set of perturbed
PVF basis functions, by perturbing the original PVF ba-
sis set computed as above using a Gaussian noise. In our
experiments the model PV F 4+ N(0,07) refers to an ex-
periment where the original PVFs (consisting of 10 eigen
functions (eigen vectors 2-11)) are perturbed using a Gaus-
sian noise NV (0, 02). The primary reason for using a noisy
PVF basis set is to investigate the convergence properties
of the model as a function of noise in the original basis set.
Unit Basis Functions: We used a set of 10 unit basis func-
tions defined at 10 random nodes of the random walk over
the state space.
Polynomial Basis Functions: We used a polynomial func-
tion of degree 4 (i.e., (1, ¢, ¢, ¢4, ..., ¢*, ¢*)) for a total
of 15 for approximating the actor’s policy.
Radial Basis Functions (RBFs): We used a set of 10 ra-
dial basis functions for approximating the actor’s policy .
These 10 basis functions included a constant term and 9
radial basis functions (Gaussians):

1 2 9 2
S 1% S 1%
(1,€$p{—” rbf H },...,exp{_AH rbf H )

2 2
20rbf 20'be
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BASIS FUNCTIONS CONVERGED (PERCENTAGE)

UNIT 100 %
PVF 100 %
BARYCENTRIC* 100 %
RBF 10 %
PVF + N(0,0.10) 95 %
PVF + N(0,0.50) 45 %
PVF + N(0,1.0) 0 %
PVF + N(0,1.5) 0 %
PVF + N(0,2.0) 0 %
POLYNOMIAL 0%

Table 1. Percentage of convergence of AC with various function
approximation methods computed over 20 runs of each method.
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Figure 1. Performance comparison among AC with using PVF ba-
sis functions, AC with unit basis functions, and AC using per-
turbed set of PVF basis functions.

forastate s = (g, ¢). Here the {4}, }7_, are the 9 points of
the grid covering the state space located at {7 /2,0, 7/2} x
{—1,0,1}. In order to evaluate the convergence properties
of the AC with the above basis functions, we setup up an
experiment where we measured the percentage of conver-
gence of each method over 20 runs of each, for total of 4000
steps. The results are reported in Table 1. As we can see in
this table, the representations on which our convergence re-
sults apply (Unit, Barycentric, and PVF), the algorithm did
converge experimentally on every run. More surprising was
the observation that other commonly used features actually
diverge in relatively benign experiments. The RBF experi-
ments only converged on 10% of the experiments, and AC
with polynomial basis functions diverged at every single
experiment (with polynomial basis functions, we also tried
different learning rates in AC algorithm; the experiments
diverged quickly).

Figure 1 shows the moving mean of the average cost for
four different approaches for every 200 steps, namely AC
with PVF, AC with perturbed PVF (with Gaussian noise
N(0,0.10)), AC with unit basis functions, and finally AC

with barycentric interpolation. In all methods the policy
is parameterized as in Equation 5 using the corresponding
basis set. Each trial starts the pendulum from the initial
condition, with the parameters of the actor and critic ini-
tialized to small random values. AC with PVF achieves the
best performance, followed closely by barycentric. Note
that the AC with perturbed PVF basis set initially performs
better then the AC with unit basis functions, however it the
performance degrades by time and it slowly diverges.

6. Conclusions

In this paper, we provide some insights for designing fea-
tures for actor-critic algorithms with function approxima-
tion. For a limited policy class, we demonstrate that a lin-
early independent feature set in the actor permits a linearly
independent feature set in the critic. This condition is sat-
isfied by the piecewise linear barycentric interpolators, and
by the features based on a graph Laplacian. When com-
bined with an additional linear independence with the func-
tion 1, the critic features for any particular 6 are uniformly
bounded away from zero. This condition is satisfied by the
graph Laplacian features. Finally, our experimental results
demonstrate that our proposed representation smoothly and
efficiently converges to a local minimum for a simulated in-
verted pendulum control task.
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Finding Equivalences Among Abstract Actions
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Abstract

Separating what is relevant from what is not
can turn an intractable learning problem into
a solvable one by reducing the complexity of
the problem. Abstraction is a good general
tool for sorting out relevant and irrelevant in-
formation. There are two common types of
abstraction: state abstraction, and hierarchi-
cal actions. This paper examines the ways
in which state abstraction can be used in the
context of a given action hierarchy.

1. Introduction

Separating what is relevant from what is not can turn
an intractable learning problem into a solvable one
by reducing the complexity of the problem. In hu-
mans, this is most obvious in competitive situations:
the chess player whose focus on the board is abso-
lute, the basketball player who ignores the fans in the
bleachers to focus only on the basket. There are two
popular methods of abstraction we will examine here:
state abstraction, and extended-time actions. We will
examine both in the context of Markov Decision Pro-
cesses (MDPs).

There are many algorithms for state abstraction in
MDPs. This work focuses on a particular type of ab-
straction: a homomorphic state abstraction (Ravin-
dran, 2004). In broad terms, a homomorphic abstrac-
tion seeks to preserve some property of a domain by
preserving all related distinctions and discarding those
which are unrelated to this property. The chess player
might seek to preserve all information which relates to
winning the game, while discarding information unre-
lated to winning at chess (at least while playing).

In addition, many tasks we do every day make use of
actions which extend over varying amounts of time.
Often these can be organized into a hierarchy of ab-

Appearing in Proceedings of the ICML/UAI/COLT Work-
shop on Abstraction in Reinforcement Learning, Montreal,
Canada, 2009. Copyright 2009 by the author(s)/owner(s).
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stract actions, which we will call options, following
Sutton et al. (1999). For example, within the higher
level option of baking a cake, lower level options might
include stirring ingredients until mixed, or searching
until a particular ingredient is found. Reasoning at
the level of abstract actions can be easier than rea-
soning at the level of primitive actions (“move spoon
to left, move spoon to right”). However, forming ab-
stract state models is more complex when options are
available. The reason is that state equivalence in a
homomorphism is highly dependent on the calculation
of action (or option, in this case) equivalence.

Ravindran (2003) gives a definition of homomorphisms
in the context of options, in which the time to com-
plete an option is explicitly considered as part of the
equivalence criteria. However, it is possible (Sutton
et al., 1999) to construct summary statistics for the
options which do not include time. As this paper will
show, these summary statistics support a simpler and
more practical homomorphism definition.

In order to find this type of homomorphic model, how-
ever, it is also necessary to calculate the necessary
summary statistics. Here too, state abstraction can
be useful, since many aspects of the domain may be
irrelevant to the calculation of the summary statistics
for a specific option.

This paper extends the homomorphism framework of
Ravindran (2003) to handle option hierarchies more
smoothly, and also applies state abstraction to calcu-
late the necessary summary statistics about each op-
tion. Each of these problems requires a specific ab-
straction technique. Summary statistics can be calcu-
lated using more compact policy-specific models, ap-
plied after the option policy has been learned. The
policy itself, however, must be calculated using what
we will term a policy-improvement model, one which
supports optimal policy calculation, as in the homo-
morphism framework.
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2. Markov Decision Process
Homomorphisms

A Markov Decision Process (MDP) consists of a tuple
(S,A,T,R). S is a set of states and A a set of ac-
tions. The transition function 7': S x A x S — [0,1]
represents the probability of transitioning to each pos-
sible next state, given the previous state and action.
The reward function (R : S x A — R) represents the
expected reward the agent receives for being in a par-
ticular state and executing an action.

The agents goal is not simply to achieve good imme-
diate reward but to optimize the long-term expected
reward, or value, of each state. The value of a state
s € S is defined as:

V*(s) =max R(s,a) +7- Y _ T(s,a,s") - V*(s). (1)

€A
“ s'es

where 7 is a discount factor used in infinite horizon
tasks to give rewards received farther in the future
less weight (when there is a finite horizon, v may be
set to 1.0). If the function V* is known, the optimal
policy 7 : S — A simply picks the action with the
highest expected value in each state.

An MDP homomorphism (Ravindran, 2004) is a map-
ping, h, from the states and actions of a base MDP,
M = (S,A,T,R), to an abstract model MDP M =
(S,A,T,R). To be an MDP homomorphism, h must
preserve both the reward function and some proper-
ties of the transition probabilities of M. Specifically,
h consists of a set of mappings: f : S — S, and for
each s; € S a mapping g; : A — A that recodes ac-
tions in a possibly state-dependent way. The following
properties must hold for all state and action pairs:

R(f(s).9s(a)) = R(s,a) (2)
T(f(si),9i(a), f(s5)) = Z T'(si,a, k).
sk€ls;jlr

where [s|y = {si|f(s) = f(sk)}. If the state mapping
function f is not one-to-one, the abstract MDP M may
be smaller than M. The homomorphism constraints
imply that the optimal policy may be lifted from M to
M.

The abstract value function, over abstract states 5 € S
is:
V*(5) =max R(5,a) +v- »_ T(5.a,5) V().

acA ‘

s'e8

The value function can also be lifted from M to M.
The value of a state s € S is the abstract value of the
abstract state f(s):

3. Hierarchical Actions

Figure 1. Task Hierarchy for the Taxi task.

This paper addresses the use of state abstraction in a
task hierarchy like the one shown in Figure 1, for the
Taxi Domain (Dietterich, 1998). Within the hierarchy,
each node represents a subtask (pickup the passenger,
go to location A, etc), with primitive, single step ac-
tions (North, South, etc) at the leaves. Each internal
node will be represented by an option (Sutton et al.,
1999). State abstraction may be used in several stages
of the policy-finding algorithm for such a hierarchy.
First we will specify the policy-finding algorithm.

There are two categories of option: fixed-policy op-
tions and subgoal options. A fixed-policy option (Sut-
ton et al., 1999) is a multiple time step action, defined
as a tuple (I, 7, 3). I C S is the initiation set, or set of
states in which the option can be initiated. 7 : S — A
is the option policy, defined for all states in the scope
of the option, and 8 : S — [0,1] is the termination
function, which specifies the probability that the op-
tion terminates in a given state.

Subgoal options, on the other hand, have no speci-
fied policy, rather they are defined with respect to an
option-specific reward function (Sutton et al., 1999).
A subgoal option (I, R, () includes an initiation set
and termination function as in a policy-specific op-
tion. However, the option-specific reward function
R : S — IR replaces the policy. Subgoal options may
be transformed into fixed-policy options via planning
or learning of the optimal policy for R.

In the hierarchy of options, each node in the hier-
archy will be initialized as a subgoal option, then
transformed into a fixed-policy option. Consider a
particular internal node n; with subgoal option o; =
(I;, R;, 8;) and child options O; = {og,01,...0x}. In
order to present a straightforward theoretical model
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we will assume that before o; is solved, all of the child
nodes in O; have been solved and are represented by
fixed policy options. Learning thus must proceed from
the leaves of the tree to the root.

4. The Option MDP

There are some small differences between a standard
MDP, and the option MDP (S;, A, T;, R;) which repre-
sents an option o; = (I;, R;, §;). This section addresses
the details of the construction of the option MDP for
0; given (S, A, T) and assuming that the only available
child-actions are primitive actions.

The state space for the option must be a subset of the
entire state space S; C S. If the option has a well-
defined domain, that is, there is a distinct subset of
the states which are reachable from I; without termi-
nation, S; may be restricted to this domain.

The reward function R; is given as part of the subgoal
option, and must be defined for all states in S;.

If the children of o; are all primitive actions, then the
optimal value function for o; is:

Vi) = max R;(s,a) + (3)
v ) (1=Bi(s)) - T(s,a,8") - V*(s)
s'€S;

Note the adjustment for 8 when adding the value of the
next state, to account for the probability that the op-
tion terminates. Rather than explicitly using § within
the value function in this way, it can be incorporated
into the option transition function 7; as follows.

When the option terminates, the option MDP transi-
tions to a “termination” state Sierm:

1. Each state transitions to the “termination” state
whenever the option terminates:

Vs € S,a € A, Ti(s,a, Sterm) = Bi(s)
2. Adjust the weight of the other transitions:
Vs' € S,ae A, Ti(s,a,8) =T(s,a,s) - (1-3;(s))
3. Extend the reward function: R;(Sterm,-) = 0.

Since the g adjustment has been moved into T3, the
value function calculation no longer needs to explicitly
include it:

* _ . . T AW * /- 4
V7 (s) = max Ri(s,a) + 26; i(s,0,5") - V*(s). (4)

This adjustment will be instrumental in enabling the
straightforward application of MDP Homomorphism
techniques to the option MDP.

The termination state siem itself need not actually be
included — the adjustments to the other transitions in
step (2) are all that is needed. Since the termination
state has reward 0, and transitions only to itself, the
Sterm terms drop out of Equation 4 entirely.

Ravindran (2004) uses a similar option MDP formula-
tion to find isomorphisms between options.

5. Semi-Markov Decision Processes

In this section we will follow existing work on option
SMDPs (Sutton et al., 1999), and assume that the
children of o; may be options as well, but the grand-
children of o; are restricted to be primitive actions. In
the next section we will remove these restrictions and
deal with the full hierarchy.

The immediate children of 0; may now consist of either
options or primitive actions. Options are multi-time
step actions, therefore the model for o; is not an MDP,
but a Semi-Markov Decision Process (SMDP). If the
set of children of o; is denoted O;, T' can be extended
so that it is defined for options in O;. The formula for
the transition function for o; € O; has the following
form (Sutton et al., 1999):

T(Sa 0j, 8,) = 5(‘9’ S/) ' ﬁj (8)"‘
v Tils,mi(s),8") - T(s", 05, 8)

s/’

(5)

where 6 : .S x S represents the Kroenecker delta over
states (which is 1 if the two states are equal, and 0 oth-
erwise). Recall that we assume in this section that the
gradchildren of o; are all primitive actions, therefore
mj(s) € A and thus Tj(s,m;(s), s"”) is given.

T;(s,04,s") by applying the rules of Section 4:
Ti(s,04,8") =T(s,04,8") - (1 = Bi(s))
R;(s,0;) is defined as (Sutton et al., 1999):
Ri(s,05) = Ri(s,m;(s)) +
> v Ti(s,mi(s), 8" )Ri(s", 05)

(6)

Again, R;(s,m;(s)) is given, since 7;(s) € A. Once R;
and T; have been defined over O; the formula for V*
becomes:
* _ . A / . * /
V*(s) —gré%%RZ(s,o)—i—g;‘Tl(s,o,s) VE(s'). (7)

Note that the discount factor « has been incorporated
into the R; and T; functions.

50



SMDP Homomorphisms

Algorithm 1 Hierarchical Options
mark all option nodes OPEN
mark all action nodes CLOSED
while there are OPEN nodes do
for each o; € OPEN do
if all 0o; € O; are CLOSED then
Solve for 7;
Solve for T'(s,0;,s") for all 5,58’ € S
for each o0, € ANCESTORS(0;) do
Solve for R, (s,0;) for all s € S,
end forMark o; CLOSED
end if
end for
end while

6. Hierarchical Options

Neither of the previous sections handles the full hi-
erarchy. The next step is to remove the assumption
that the actions of the child policy, 7, are primitive
actions. Algorithm 1 calculates the policy for each
option in the hierarchy, and in the process:

e every option reward function R; is extended so
that it is defined for each node which is a descen-
dant of o;

e the MDP transition function 7' is extended so that
it is defined for every option in the hierarchy.

The algorithm processes options from the leaves to the
root, precomputing these summary statistics as each
node is processed.

There are three steps to processing an “open” node
0; in the hierarchy, in this algorithm. First, m; is cal-
culated, transforming o; from a subgoal option to a
fixed policy option. Then the transition function T' is
extended so that it is defined for o;. Finally, the re-
ward function R,, for each ancestor o, of the option is
extended so that it is defined for o;.

Lemma 6.1. When its child nodes are all closed, the
policy for an option node o; may be calculated.

Proof. Since all child nodes o; € O; are closed,
T(s,04,s") will have been pre-calculated for all s,s" €
S, and o; € O. T;(s,0j,s") can be easily calculated
from T'(s,05,s"). The option o; is clearly an ancestor
of 0j, so R;(s,0;) must also be defined for all s, if o;
is closed. These are the only terms necessary for the
solution of Equation 7. O

Lemma 6.2. When its child nodes are all closed, and
the policy for o; has been found, the transition function
T may be extended to include the option.

Proof. Equation 5 requires that m; be defined, and
that for every pairs of states s, s’, T;(s, m;(s), s’) must
also be defined. Since the policy for o; is defined over
its child options, m;(s) € O;. Therefore T(s,m;(s),s)
must have been precomputed when the node for m(s)
was closed, and T;(s,m;(s),s’) can be easily calcu-
lated. O

Lemma 6.3. When its child nodes are all closed, and
the policy has been found, the reward functions R, of
all the ancestors o, of the option may be extended to
include the option.

Proof. Equation 6 also requires that R, (s,m;(s)) be
defined, for all s € S. The option or action m;(s) is
a grandchild of o;. Since o, is an ancestor of o;, it is
also an ancestor of m;(s). Therefore, R, (s,m;(s)) will
have been calculated before 7;(s) was closed. O

7. State Abstraction

There are two distinct but related types of state ab-
straction that are useful in the hierarchy. When cal-
culating 7;, MDP homomorphisms (Ravindran, 2004),
adapted for SMDPs, can construct an abstract model
with abstract states that allow control. When calcu-
lating T or R,, for o;, the policy of o; is fixed. This
means that a more compressed state basis which ig-
nores the control aspects of “state” can be used.

This paper addresses three related problems:
1. Using SMDP Homomorphisms to calculate V*(s)
for a subgoal option

2. Using the Krylov Basis to calculate R(s, o) for an
option o with a fixed policy

3. Using the Krylov Basis to calculate T'(s, 0, s’) for
an option o with a fixed policy

8. SMDP Homomorphisms

An SMDP Homomorphism is a mapping h, from an
SMDP (5,0, T, R) to an abstract SMDP (5,0, T, R).
As with MDP homomorphisms, it consists of a state
mapping f : S — S, and a set of state specific option
maps gs : O — O.

The homomorphism constraints are:

R (f(5),95(0)) = R(s,0) (8)
T'(f(5):95(0), F(s)) = Y. T(s0.5")
S1F (=1 (s")

which resemble the MDP Homomorphism constraints
(Equation 2). The difference is that T'(s,0,s”) and
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Algorithm 2 Krylov Basis(M, v)

basis «— {v}

b—wv

while Mb is linearly independent of basis do
b— Mb
basis « basis U {b}

end while

return basis

R(s,0) must be calculated according to Equations 5
and 6. State abstraction within these calculations can
also be useful.

9. The Krylov Basis

Equations 6 and 5 are quite similar in form to the
equations for the value function for a specific policy.
Given any (possibly non-optimal) fixed policy 7 the
value function for R; under 7 can be written:

Va(s) = Ri(s,m(s)) +

D v Tilsimils),s”) - V(") (9)

s’

The solution of V itself it is not essential here, what is
important is that both T'(s,0;,s") and R,(s,0;) have
solutions which are very similar in form to V;. The
same state abstraction methods may be used to solve
all three. The Krylov Basis is an appropriate state
abstraction for the solution of V., as noted by Petrik
(2007), and therefore we will also use it to solve for
T(s,04,8) and R, (s,0;).

Given an operator matrix M and a vector v, the
Krylov subspace is the space of vectors M?®v, for all
i. The Krylov Basis Kr(M,v) spans this space. For
a space with dimensionality n, the first n vectors
{Mv|i < n} form a Krylov basis (Saad, 2003). Cal-
culation of the basis consists of a sequence of linear
dependence tests, as shown in Algorithm 2.

10. The Krylov Basis for 7'(s,0,s’) and
R(s,0)

From Equations 6 and 5, the equations for the transi-
tion function T" and ancestor reward function R,, for
0; are:

T(s,05,8") = (s, 8)Bi(s") +
Z v 711(‘97 71'1‘(8), SH) . T(Sﬂa 05, S/)
R, (s,0;) = Ry(s,mi(s)) +

27 “Ty(s,mi(s),8") - R (5", 0;)

s

Both these equations and the value function calcula-
tion for a fixed policy (Equation 9) have the same gen-
eral form. If d and ¢ are both functions over the states
of the option d : S; — R and ¢ : S; — R, the general
form of the equation for all three functions is:

d(s) = c(s) + Y- Tils,mi(s), s") - d(s").

In general, d is the function of interest, and c is the
one time step value of that function.

For V:
Va(s)

c(s) = Ri(s,mi(s)).

In the case of R, for a fixed, specific option o;:
d(s) R, (s,0;)
c(s) = Ru(s,mi(s)).

Similarly, for T', for a fixed option o; and end state
s’ e S;:

U
—~
»
~
I

T(s,04,8")
5(s,s") - Bi(s).

Note that for T, there are separate ¢ and d functions
for each terminal state s'.

o
—
»
N

|

The fixed-point equation for d can be written as an in-
finite sum over a set of vectors, the vectors of a Krylov
Subspace. Let d be a length |S;| vector representing
the function d, and ¢ a length |S;| vector representing
the function ¢. Also let T be a |S;| x |S;| transition
matrix, in which T (z,y) = T'(se, mi(82), 8y). The vec-
tor d can be written:

d= i YETke.
k=0

The set {T*c | k € N} is a Krylov Subspace. Let P
be a |S;| X n projection matrix onto the Krylov Basis
Kr(Ty,c) = {T¥c | k < n}. Since P projects onto a
Krylov basis, the abstract vector ¢ and operator T}, can
be calculated as the solutions to the following equa-
tions:

c = Pc
T.P = PT,

Using these abstract forms of ¢ and T7, the abstract
function vector d in the Krylov subspace becomes:

— > —
d= Z YR Tre.
k=0
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or, to calculate d in the abstract model:

d=c¢+~-Ty-d.
Theorem 10.1. If P is a projection matriz onto the

Krylov subspace Kr(Ty,c), then Pd = d.

Proof. This follows loosely the POMDP Krylov Basis
proof in Poupart and Boutilier (2002). Let d; be the
t-horizon calculation of d: ZZ:O Y*T% c. Then

di = c+vy-Trdiy
and d = d.

Proof by induction on ¢. In the base case, t = 0 and

do = C
= Pec
= Pd
For the inductive step, assume that d; 1 = Fd,_,.
Then
dt = c+ v Tﬂ-dt_l

Pe+ v -T,Pdy_y
= Pé+vy-Pldi_y
PE+~-Trds_1)

Pd,

O

This general framework can be used to solve for V., T
or R,, given a particular fixed option policy ;.

11. Related Work and Discussion

Jonsson and Barto (2001) examine some examples
in which option-specific state abstractions are useful,
since specific options can use a more restricted repre-
sentation of the domain, but assumes that the option
can use only primitive actions.

Ravindran (2003) defines SMDP Homomorphisms, but
includes an addition time parameter in 7" and R for
options, so that the time it takes to complete an option
is explicitly included. The homomorphism constraints
amount to a requirement that for each k, T% = PTF.
This constraint is too restrictive and difficult to test (it
must be tested for k = 0 to oo, which is impractical).

The MDP Homomorphism framework in general be-
longs to a larger class of model minimization tech-
niques (Dean & Givan, 1997).

While our main focus here is on state abstraction, the
option framework did need to be extended slightly in

Section 6, to handle the full hierarchy. The hierar-
chical policy solution algorithm in this work is recur-
sively optimal, but not hierarchically optimal, accord-
ing to the classification system of Dietterich (1998).
Dietterich (1998) provides an alternate hierarchical
extended-time action framework (MAX-Q) that sup-
ports both recursive and hierarchical optimality. It is
not clear how the abstraction methods in this work
would extend to the hierarchically optimal case. In
the recursively optimal case, the methods used here
may be applicable, with a slightly more complex for-
mulation.

The methods outlined here apply state abstraction to
each step in solving an option hierarchy. Once a state
abstraction has been found, several methods — Q-
learning, planning or Value Iteration (Sutton & Barto,
1998) can be used to learn the optimal value function
and policy. The main drawback to the technique is
that it requires that child options be completely solved
before the parent options, no matter what solution
method is being used. The state abstraction for the
higher level depends on accurate summary statistics
about the lower level options. Inaccuracy can lead to
an abstract model that is too large, containing extrane-
ous information, or too small, and unable to accurately
model the option. Nonetheless, this work does provide
a reasonably practical definition of an ideal state ab-
straction towards which approximate solutions can be
aimed.
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Abstract

Dyna planning is an efficient way of learning
from real and imaginary experience. Exist-
ing tabular and linear Dyna algorithms are
single-step, because an “imaginary” feature
is predicted only one step into the future. In
this paper, we introduce a multi-step Dyna
planning that predicts more steps into the
future. Multi-step Dyna is able to figure out
a sequence of multi-step results when a real
instance happens, given that the instance it-
self, or a similar experience has been imag-
ined (i.e., simulated from the model) and
planned. Our multi-step Dyna is based on a
multi-step model, which we call the A-model.
The A-model interpolates between the one-
step model and an infinite-step model, and
can be learned efficiently online. The multi-
step Dyna algorithm, Dyna(k), uses the A-
model to generate predictions k steps ahead
of the imagined feature, and applies TD on
this imaginary multi-step transitioning.

1. Introduction

Dyna combines knowledge from planning on imaginary
experience with that from learning over the real in-
stances. A Dyna agent can be thought of as mimicking
human learning by imagining situations that happened

of the ICML/UAI/COLT
Workshop on Abstraction in Reinforcement Learning,
Montreal,Canada, 2009. Copyright 2009 by the au-
thor(s)/owner(s).
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much less or did not happen at all. The key idea is
to maintain a world model from real interactions with
the environment, and apply the world model to gen-
erate (i.e., simulate) virtual experience. Planning and
learning in Dyna interleave and reinforce each other:
at each time step, planning starts from the learned pa-
rameters; and the improved parameters after planning
are passed back for learning. Planning helps learn-
ing in that it provides better parameters for learning
and decision making. In turn, we get improved expe-
rience that helps refine the world model and thereby
also improve planning. In Dyna, we can use various
learning algorithms for learning and planning. The
classical Dyna uses Temporal Difference (TD) meth-
ods (Sutton, 1988; Bertsekas & Tsitsiklis, 1996; Sutton
& Barto, 1998).

Existing Dyna planning algorithms are single-step
(Sutton, 1990; Sutton & Barto, 1998; Sutton et al.,
2008), because they only simulate one step ahead.
This is many times insufficient as one does not exploit
in such a case all possible future results. In this paper,
we give Dyna planning the multi-step prediction power
by using a multi-step model of the world. We first ex-
tend the tabular multi-step model of (Sutton, 1995)
to linear function approximation, and based on the
extension we propose the A-model of Dyna, which in-
terpolates between the one-step model and the infinite-
step model and can be learned efficiently on line. Our
multi-step Dyna algorithm, Dyna(k), uses the A-model
to generate k steps ahead prediction of the imagined
experience and applies TD learning on it. One extreme
of Dyna(k), Dyna(c0), is very efficient in computation
as each planning step requires only O(n) computation,
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where n is the number of feature functions. The other
extreme of Dyna(k), Dyna(1), corresponds to a single-
step Dyna that is similar to the existing linear Dyna
(Sutton et al., 2008). We compare Dyna algorithms for
policy evaluation in the setting of Boyan chain, and the
results show that multi-step Dyna is much faster than
regular single-step Dyna.

2. TD(0) and Dyna
2.1. TD(0) Algorithm

Given a state space $ = {1,2,..., N}, the problem of
policy evaluation is to predict the long-term reward of
a policy 7 for every state s € 8:

o0
V7(s) = Z’ytr(st,st+1), 0<vy<l, so=s5,
t=0

where r(s¢, s¢11) is the reward received by the agent
at time t. Given n (n < N) feature functions ; (-) :
$— R, j=1,...,n, the feature of state i is ¢(i) =
[©1(7), ©2(7), . .., on(?)]). Now V™ can be approximated
by V™ = ®0, where 0 is the weight vector, and ®
is the feature matrix whose entries are ®; ; = ¢;(4),
j=1,....,n;1i=1,...,N. At time ¢, if we observe
a resulting state s,y and a reward 74, a TD error is
realized by

0y =i + 00141 — 0104,

where ¢ corresponds to ¢(s;). We use prime *’ to
denote the transpose operator throughout this paper.
According to the TD error and the one-step feature,
TD(0) adjusts the weights by

Orr1 = 0 + adipy,

where a; is a positive step-size.

2.2. Linear Dyna

Most of the earlier work on Dyna (Sutton, 1990; Sut-
ton & Barto, 1998) uses a lookup table representation
of states. Modern Dyna is more advantageous in the
use of linear function approximation (Sutton et al.,
2008). We denote the state transition probability ma-
trix of policy = by P™, whose (i,7)th component is
P = E.{st+1 = j|st = i}; and denote the expected
reward vector of policy @ by R”™, whose ith compo-
nent is the expected reward of leaving state ¢ in one
step. Linear Dyna uses a compressed transition model
of policy m:

(Fﬂ)/ _ ((I)/DW(D)—l . q)ll)ﬂ'Pﬂ’@7

and
fﬂ' _ ((I)/Dﬂ'é)—l . (I)/DWR‘N7

where D™ is an N x N matrix whose diagonal entries
correspond to the steady state distribution under pol-
icy m. Here D™ arises because policy evaluation is
done on the trajectories following policy 7 (i.e., the
‘on-policy’ case).

Dyna repeats some steps of planning in each of which
it proposes a sampled feature (Z) (we use ~ to denote
an imaginary experience). The next feature is shifted
from the original i.e., o) = F7¢. The rewards leaving
feature ¢ in one step correspond to #1) = ¢ f7. The
imaginary experience is therefore ¢ — (¢, 7#(1)).
Dyna treats this imaginary experience as if it were a
real experience, and applies TD learning over it in the
following way:

G+ a(fV 730 — §3),
where 6 is the parameter 6 in the planning step.

Matrix F™ and vector f™ constitute the world model
of linear Dyna that are estimated at every time step
using a gradient descent recursion:

Vo1 = FI' 4+ oy(deg1 — FT ) by,

I = T+ oe(re — [T b)), (1)

respectively, where the features and reward are all
from real world experience. Under some assumptions,
it can be proved that for policy evaluation, the fixed-
point of linear Dyna is the same as that of TD(0) (Sut-
ton et al., 2008), which is the solution to a linear sys-
tem of equations A70* 4+ b™ = 0, where

A" = ®'D"(yP" — I)®, b" = &'D"R",

with I being the identity matrix.

3. The Multi-step Dyna

The general description of multi-step Dyna is shown
in Figure 1. Given a situation, multi-step Dyna fig-
ures out the sequences of the results in one step, two
steps, etc, through many “dreams” (i.e., imaginary or
model-based experiences) that are connected together;
the input to one (dream) being the output from the
previous. Predicting is similar to dreaming, however,
the input is no longer a proposal but a real instance.
When a real instance occurs, multi-step Dyna is able to
predict a sequence of multi-step results given that the
instance itself or a similar experience has been imag-
ined and planned.

In Section 4 we propose a multi-step model with linear
function approximation, the A-model, which is very ef-
ficient in estimating online; and in Section 5 we present
the Dyna(k) planning algorithm based on the A-model.
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Figure 1. The single and multi-step Dyna. The single-step
Dyna dreams only one step ahead and is able to predict
only one step into the future, while the multi-step Dyna
dreams many steps ahead and is able to predict many steps
into the future.

4. The Linear Multi-step Model

In the lookup table representation, the k-step model
of the world is given by (Sutton, 1995)

k—1
PB = ((PTY) RO = 3 PTYRT R = 1,2,
j=0

The k-step model predicts k steps into the future:
PR, is the representation of the expected states, k
steps in the future and (R*®))’ ¢, is the expected reward
in k steps. Notice that

VT =R® L (POYYT vk =1,2..., (2)
which is a generalization of the original Bellman equa-
tion V¥ = R™ +~yP"VT™.

4.1. The Optimality of the One-step Linear
Model

We show that (F™)" and f™ constitute the best one-
step linear model in R™*". If the state space is large, it
is not practical to maintain the one step model P". In-
stead we maintain a smaller matrix X € R™*"™, which
is a compressed transition matrix in the feature space.
For a vector # € R"™, X0 is its approximated one-step
expectation in R™, while ®X is an approximation of
the one-step transition matrix, P”.

Given 0 and @, there are two ways to get the one-
step result in the original state space R"™. The first
way is to obtain the one-step result in the feature space
0 € R™ by applying X, which gives X6. Then map X6

back to the state space R to obtain ®X6. Another
way is to first map @ back to the state space RY and
get ®0. Then apply the true model P™, and get the
one-step result, P*®0. If we want a good X, the error
between the two results can be used as a criterion.
The following theorem shows that minimizing the error
between ® X6 and P™®6 gives the optimal solution,
X* = (Fm).

Theorem 1. For V§ € R", the vector (F7)'0 is the
best one-step result of 6 in R™, in the sense that
O((F™)'0) has the minimum error of approzimating
the one-step result of any vector ®0 € RV, i.e.,

(F™Y =arg min |[(®X)0 — P*®0||%.,

XeRnxn

where || - ||p= is the D™-norm, defined by ||®0||p~ =
() D~ 36.
Similarly, we have

Theorem 2. The one-step reward model ®f™ gives
the best fit of R™, in the sense that

T = arg min ||RT — ®f||%..
7 = arg uin |IR° — @/

4.2. The Iterated Multi-step Model

Since (F™)" and f™ constitute the best one-step linear
model in R™*™ we can iterate them k times to obtain
a k-step model, that we call the iterated multi-step
model:

k—1
FO =3 (i (FTYY T

Jj=0

F®) = (yF™),

We extend (2) to a general k-step Bellman equation
with linear function approximation:

Vi=30=af® +o(F®Ye, VE=1,2,.... (3)

4.3. The A-model

Estimating the iterated k-step model F*) and f®*)
on line is intractable for finite & > 1. Omne can first
estimate F™ and f7, and then compute F*) and f*)
through powers of F". However, the matrix product is
too complex in computation. Thus instead of estimat-
ing the model directly we develop an approximation of
it.

First let us see how to use the model. Given an imag-
inary feature ¢., we look k steps ahead by applying
the iterated k-step transition model:

5 = 5.
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As k grows, F®) diminishes quickly and thus QZ;(Tk) goes
to 0 quickly. ! This means the more steps we look into
the future, the more ambiguous is our feature (state).
It suggests we can use the following approximated k-
step model:

F®) ~ ()PP,

where A € (0,1]. To guarantee that the optimality (3)
still holds, we approximate the iterated k-step reward
model by

£ % (1= ) ()= A(F7))

When k£ = 1, we get back the single-step model used
by existing linear Dyna; however, as k — oo, we get
an infinite-step model. The intermediate k interpolates
between the single-step model and infinite-step model.
We call this the A-model. In the infinite-step model,
the transition model (Ay)*~1yF™ diminishes, which is
consistent with the fact that the iterated transition
matrix in k-step transition model also diminishes as
k grows. Thus the infinite-step model reduces to a
vector, f(),

For finite k, estimating F'*) has the same complexity
with estimating the single-step transition model. For
f*) | we have

(I = M)A (ED) )T —A(FT)) T,
£ — )y (B 1), (4)

where we define
FO = (I —5(F7)) .

The case of k = 1 is interesting. Previous (linear)
Dyna algorithm (Sutton et al., 2008) takes advantage
of the fact that f(') = f™ and uses gradient descent to
estimate it from (1). On the other hand, in our Dyna
algorithm, we use (4) and estimate all f*) from the
estimate of f(°°), that is no longer a gradient estimate
for k = 1. To differentiate between the two versions of
the single-step Dyna, we call the linear Dyna in (Sut-
ton et al., 2008) the gradient descent single-step Dyna,
and denote the single-step Dyna in our framework sim-
ply as Dyna(1).

f(k) ~

5. Planning using the A-model

In this section, we present the family of planning al-
gorithms, Dyna(k), that use the A-model. We first de-
velop a planning algorithm for the infinite-step model,
and based on it, we then present Dyna(k) planning for
any finite k.

!This is because yF™ has a spectral radius smaller than
one, cf. Lemma 9.2.2 of (Bertsekas et al., 2004).

5.1. Dyna(oo): Planning using the Infinite-step
Model

The infinite-step model is preferable in computation
because F(>) diminishes and the model reduces to
) Tt turns out that f(°°) can be further simpli-
fied to allow an efficient online estimation.

fO = (= A(FTY) T
= (®'D™® —~®'D"P"®)" . ' DTDf"
—(A™) 7. (5)

A key problem in modeling the infinite-step model,
() is to estimate A™ and b". One can accumulate
these quantities online like LSTD (Bradtke & Barto,
1996; Boyan, 1999). LSTD is data efficient for policy
evaluation. However, it is poor for control as all ex-
perience is weighted equally (Sutton et al., 2008). In
the literature, usually more weight is put on the re-
cent experience. Here we estimate A™ by adopting the
Robbins-Monro procedure

M1 = AT + Be(de(vdeq1 — d1)' — AT). (6)

Here (;, t > 0 is some positive step-size sequence.
When 3; = 1/T is used, where T is the number
of state visits over all trajectories, A, is equal to
the normalized LSTD matrix. The other interest-
ing extreme is when 3; = 1, in which case we have
AT = &(Yoip1 — ¢¢)', which is a rank one matrix
used by TD(0). This suggests that step-size can con-
trol the amount of experience we can use. In partic-
ular, a step-size 8; € (1/7T,1) enables us not only to
use all the experience, but also to put larger weights
on more recent experiences. However, we do not have
to estimate AT, itself, but only (A7,;)~!, which can
be updated in O(n?) using the Sherman-Morrison for-
mula.

(A7)~

C L (g - )
105 K 1—5t+ﬁtd2(14f)_1(</>t) '
7

where d; = y¢¢4+1 — ¢+ Similarly vector b] can also be
estimated by the recency update. Finally f(°) can be
estimated by f(°) = (AF ,)~!b7, |, where the matrix
inversion is computed by (7).

As with traditional Dyna, we initially sample a fea-
ture gz~5 from some distribution u. We then apply the
infinite-step model to get the expected future features
and all the possible future rewards:

().

Next, TD(0) is applied on this simulated (“imagi-
nary”) experience.

§ = PG, 5 =

b+ a(F + 06 — 79)d,
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Algorithm 1 Dyna(k) (k=1,...,00) planning using
the A-model for evaluating policy .
Initialize F{, (AZ)~!, b5 and 6,
Select an initial state
for each time step do
Act a; according to m and receive r¢, ¢pi1
dt = YPt+1 — Gt
9t+1 = (9,5 + O{t(Tt + d;et)@
b1 = bf + Be(dure — bT)
Compute (A7, ;)" according to (7)
fO) = —(AF )70
Fi oy = FT + (o1 — FT 1) 94,
F®) = (\y)k=1yFr
f) = floo) _ (Fk)) flo0)
Set éo = 9t+1
for 7=1to p do
Sample ¢, ~ u(-)
p*) = FF) g
B = (f™) ¢,
01 =0, + o, (7 + 0.6 —0.9,),
end for
Set 9t+1 = éTJrl
end for

/* F(oo)zo*/

/* 3 = 0%/

which simplifies into
0:=0+a(F —0¢)o, (8)

because g?)oo = 0. The complexity of the infinite-
step planning is much lower than the single-step lin-
ear Dyna because only O(n) computation is required
every planning step here while the single-step linear
Dyna requires O(n?) computation in every planning
step.

5.2. Dyna(k): Planning using the A-model

The k-step A-model is efficient to estimate, and can be
directly derived from the single-step and infinite-step
models.

F®) = (AV)kil’YFtZ-l;

and
f(k) — f(OO) _ (F(k))/f(OO)

respectively, where the infinite-step model is estimated
by f(°) = (AF,,)~1bF,. Given an imaginary feature

)

¢, we look k steps ahead to see the future features and
rewards:

o) = FRg 5k — (f(k))/qg_

Thus we obtain an imaginary k-step transition expe-
rience ¢ — (6*F),  #*)) on which we can apply an
extended form of TD(0):

Brss = b, + alf® + 060 — 0.6)d

We call this algorithm the Dyna(k) planning algo-
rithm, which is shown as Algorithm 1. When k = 1,
we use a single-step linear Dyna, Dyna(1). Notice that
Dyna(1) uses f(°) while the gradient descent single-
step Dyna uses f". When k£ — oo, we obtain the
Dyna(oo) algorithm.

6. Boyan Chain Example

The problem we consider is exactly the same as in
(Boyan, 1999). The root mean square error (RMSE)
for the value function is used as a criterion. We call
Dyna(k) for multi-step Dyna that uses the A-model
for all K =1,2,...,00. Next, we describe the various
parameters of the experiments.

The step-size for TD used was o = 0.1(1 +
100)/(traj# + 100), which was also the step-size of
TD in the learning step of Dyna. For Dyna(k), we
used B = 1/(T + 1) for computing A; * and b;, and
and ar = 0.5(1 +10)/(10 + T') for F'™ computation.
For the gradient descent single-step Dyna, F™ and f™
also used the same a7 as above.

All the weights of all the algorithms, f™ for the gradi-
ent descent single-step Dyna, and b™ for Dyna(k) were
initialized to zero. The LSTD and Dyna(k) matrices
were perturbed during initialization. For the gradient
descent single-step Dyna, we do not need to perturb
the matrix because there is no matrix inversion pro-
cedure there. For LSTD, we initialized Ay = —0.17
while for Dyna(k), Aal = —107; and for all Dyna,
F™=0.

In the planning step, all Dyna algorithms sampled a
feature whose only nonzero component (1) is from a
uniformly random location. The following experiment
only presents the results of planning once, but we
found that Dyna is faster when planning more steps.

First we compared the performance of algorithms for
a large number of episodes in Figure 2, in which each
curve was averaged over 30 (identical) sets of trajecto-
ries. Dyna(k) used A = 0.9 for 1 < k < co. All Dyna
algorithms used a, = 0.1. All Dyna algorithms are
observed to be significantly faster than TD(0). Fur-
thermore, Dyna algorithms are able to catch up with
the accuracy of LSTD. The gradient descent single-
step Dyna is a little slower than Dyna(1). Multi-step
Dyna algorithms are much faster than the two single-
step Dyna algorithms.

Figure 3 shows the performance of Dyna with the plan-
ning step-size varied from 0.1 to 1.0. The results sug-
gest that Dyna with a larger planning step-size is much
faster than with smaller planning step-size. Across all

58



A Multi-Step Dyna Planning

IGradient Descent Single-step Dyna

Dyna(10)

Planning steps: 1

2 Planning step-size: al=0.1 |
10° 10’ 10° 10° 10*
Episode

Figure 2. RMSE of TD, the single-step Dyna’s, the multi-
step Dyna’s and LSTD on Boyan chain.
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Figure 3. RMSE of Dyna’s on Boyan chain for many a.

o, multi-step Dyna is generally significantly faster
than single-step Dyna. Figure 4 shows the perfor-
mance of Dyna with A varied from 0.1 to 0.95. The
results show that smaller As lead to better performance
of Dyna than larger ones. For smaller A, the RMSE of
Dyna are quite close; for bigger A, multi-step Dyna is
significantly faster than single-step Dyna. The curves
in Figure 3 and Figure 4 were all averaged over 100
(identical) sets of trajectories.

7. Future Work

We have shown that multi-step Dyna is more advanta-
geous than single-step Dyna for policy evaluation. In
addition, we have provided a convergence proof using
constant planning step-size that (however) we have not
presented here. As part of our future work, we shall

0.202
0.2k ‘ Planning steps: 1 ‘

‘ Planning step-size: o =0.1 ‘

Dyna(3)

0.195}

RMSE

0.19}

0.185}

0.18

Figure 4. RMSE of Dyna’s on Boyan chain for many A.

extend multi-step Dyna to control and compare the
same with the single-step Dyna control algorithm and
variants of LSTD.
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